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1. Summary

Data warehouses have long been the enterprise’s trusted technology for large scale data storage and
analytics. The platforms have become even more relevant in the last few years as most traditional
vendors have modernized their offerings. Some of this evolution includes advanced scaling
capabilities, massive parallelism, enhanced ease-of-use, reduced total cost of ownership, and evolving
features and architecture that allow users to better take advantage of the cloud’s native capabilities.

Additional enhancements to the platforms have been implemented widely as we have moved from a
core data warehouse offering to a more integrated platform with warehouse capabilities at its core.
These include integrations with formerly separate technologies, such as data lakes, Spark and Hadoop,
as well as autonomous operations, tight integration with business intelligence (BI) tools, integrations
with data engineering, data science and machine learning (ML) workflows, and built-in data
governance, data quality and data prep capabilities.

A data warehouse platform is now a critical component of an organization’s path to managing the full
data lifecycle. It should be evaluated on both technical and non-technical capabilities holistically.

This GigaOm Key Criteria report identifies key criteria and evaluation metrics for selecting a platform.
This report will give you an overview of the technologies that are critical to understand as you make
informed decisions about the platforms in which you plan to invest.

Key Findings

• Data warehousing is a mature, well-understood technology category, widely-used in organizations
of all sizes to enable massive data sets to be stored and analyzed.

• The cloud is where most new platform development is now happening. Several new cloud-native
platforms have emerged, and traditional vendors have created new offerings to modernize their
platforms or enable transitions from on-premises to the cloud. Hybrid cloud capabilities are also
receiving investment, allowing data sets spanning on-premises and the cloud to be processed and
analyzed, as well as enabling enhanced disaster recovery capabilities.

• Integration of data science, ML, and artificial intelligence (AI) capabilities with the base data
warehousing architecture is being widely pursued by most vendors. Different approaches and
levels of integration are currently being attempted, with further enhancements on the horizon.

• As scaling technologies mature, even more massive amounts of data are now able to be
economically and quickly stored and analyzed.

• SQL continues to be the dominant querying language, oftentimes with vendor-specific additions or
variations to the standard..

• Integration with data lakes, query federation, and processing of remote data sets in place, is
becoming more prevalent, with several vendors implementing performance-enhancing features.

Key Criteria for Evaluating Data Warehouses v1.0 3



2. About the Key Criteria Report
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3. Data Warehouse Primer

The standardization and wide adoption of the relational database concept and associated platforms in
the 1970s and 1980s allowed organizations to store large amounts of data from transactional systems
and access them consistently. As the technology matured, organizations started to look for better ways
to integrate, query, and analyze the transactional data that was increasingly being acquired and stored
from disparate systems. The data warehouse concept emerged in the late 1980s to address these
needs, and gained significant traction during the 1990s.

At its core, the data warehouse can be considered a database system that aims to integrate and
confirm information from different parts of an organization into a holistic view. Over the years, to
achieve this, several characteristics, capabilities, architectural choices, and technologies were
developed. The most important of these are summarized in Figure 1 below.

Figure 1. Data Warehouse Characteristics
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Fundamental Data Warehouse Characteristics

• A set of operational, transactional databases tends to be the main source of data for a data
warehouse. Those transactional systems are typically relational; they’re designed to support fast
concurrent writes of data; and they usually experience a relatively small amount of data querying,
involving retrieval of individual data rows, or relatively small sets of them. These systems are also
referred to as Online Transaction Processing (OLTP) systems

• The data warehouse is usually a database system that is separate from an OLTP one. Data from
different OLTP systems is typically loaded via a variety of batch and real-time processes to the data
warehouse. Usually data cleansing, aggregation, classification, correlation, and other operations
happen at this stage to allow for a unified, canonical representation of enterprise data in the
warehouse. In other words, the data warehouse can be considered a central repository of business
information that can be accessed, via a variety of techniques, to analyze and process aggregated
data throughout an organization.

• A variety of design techniques allow the data in the warehouse to be optimized for querying over
large data sets. Business intelligence tools take advantage of these design techniques to allow for
rapid querying and display of analytical insights gained from the data.

• Many times, once the data has landed in the warehouse, specialized views of the data around a
thematic or business domain are then copied over into their own specialized data stores
(sometimes called ‘data marts’) and made available to the appropriate users for further analysis.

• Data is stored in the warehouse in a relational, usually denormalized, form that is optimized for fast
querying of analytical data. Sometimes a semantic business layer is put on top of the data to make
it more business-friendly and hide some of the underlying implementation and data representation
complexities.

As the data available for an organization’s consumption continued to grow at a rapid pace, traditional
data warehouse platforms and techniques began to suffer from performance and requirement-fit
issues. While the traditional platforms have been excellent at aggregating and analyzing transactional
data from front-end applications, this is now not enough. The volume of data generated automatically
by the global expansion of the Internet, social media, IoT, data science, the cloud and other factors
have required and instigated significant change.

Below we outline the most important new features that modern data warehouses have added, which
build on, evolve, and sometimes supersede the fundamentals outlined above.

Newer Data Warehouse Characteristics

• Support for storing and processing massive amounts of data. It is not unusual for modern platforms
to support petabyte and sometimes even exabyte-scale data sets and allow them to be queried
almost instantly.
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• Data in the warehouse does not originate solely in transactional systems anymore. Enterprise SaaS
applications, IoT sensors, website clicks, machine-to-machine communication protocols, social
media interactions and much more are now all valid, first-class data citizens.

• Data warehouses are now able to store and process more than just relational data. Semi-structured
and unstructured data formats such as JSON, XML, Avro, ORC and Parquet files, geospatial data,
text documents, images, sensor data, and much more are now considered part of an organization’s
data assets. Warehouses have evolved in several ways to better support and query these types of
data. This capability is achieved through several technologies, including native storage of the
newer formats and seamlessly blending the data between the warehouse and the data lake in a
holistic view.

• More modern scale-out techniques such as massively parallel processing (MPP) allow for almost
infinite scaling and parallelization of querying of unlimited data in near real-time. MPP describes the
use of clusters of compute nodes (each with multiple processors and cores) to execute and
coordinate computations in parallel. In this architecture, processing units typically work
independently, and contain their own memory, operating system, and, sometimes, storage.
Coordination and orchestration of querying through these compute nodes are usually achieved by
architectural features such as master and worker nodes or other similar schemes. These techniques
allow for linear scalability of compute resources, enhanced concurrency, parallelized performance
characteristics and processing of massive data sets and analytical workloads at scale.

• The data warehouse paradigm has made an incredibly successful jump to the cloud. Most
innovations we now see focus on building for the cloud, including automated scaling and elasticity
of virtualized compute and storage nodes; automatic provisioning of consistently performing
resources; bridging between on-premises and cloud data; virtually unlimited storage and
processing power, supporting ever-increasing data volumes; advanced capabilities for geo-
replication and disaster recovery; tight integration with the rapidly evolving cloud infrastructure
ecosystem; and more.

• The support for massive data sets and near-infinite processing and scaling capabilities has fueled
the data science workflow over the last few years. The modern data warehouse’s scale and
processing capabilities have allowed ML models to be trained on amounts of data that were
unimaginable a few years ago. In addition, several vendors also integrate with data science
execution engines and tools such as Spark, Python, and R to offer in-place data set processing
without the need for data copying.

• Columnar storage has been adopted as the most widely used format to represent information
internally within the warehouse. This development, along with the increased data compression it
enables, ensures a significant performance advantage over the traditional row-based approach
typically seen in OLTP and earlier iterations of data warehouse design. We briefly outline how this
works below.

Key Criteria for Evaluating Data Warehouses v1.0 7



In the example in Figure 2, we show the logical representation of a data table in a relational schema.

Figure 2. Logical Data Structure
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In traditional relational database systems, the above representation of a logical data schema would be
implemented in a row-based fashion, as can be seen in Figure 3.

Figure 3. Row-Based Storage

The row-based design is better suited for a transactional system as it enables fast, efficient writes and
updates, especially when paired with a normalized data schema. However, this implementation is not
ideal for a data warehouse that spends most of its time querying data across a relatively small set of
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columns and a massive number of rows. Techniques such as indexing and more have been developed
over the years to address these limitations. Still, there is a better, faster, more economical way to
support querying over massive data sets.

Figure 4 shows how a column-based storage architecture would be implemented for the logical
schema we’ve been examining.

Figure 4. Column-Based Storage

The advantages of this approach become clear in the case of querying a data warehouse, as most of
the data users want to analyze involve a small subset of the columns through a massive set of rows in
the data set. With columnar storage, usually being paired with a denormalized data schema, querying
can be done orders of magnitude faster, since the system no longer needs to concern itself with all the
other columns in the dataset to get an aggregate of the ones needed. This approach also allows for
excellent compression to be automatically applied to the data, allowing large segments of it to be kept
in memory, further increasing performance.
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The modern data warehouse builds on all of the fundamental building blocks and more recent
innovations we outlined above to become the organizational system of record for all data assets in an
organization. By taking advantage of modern design techniques, moving to the cloud, and integrating
with more than just transactional applications, the platforms have become an indispensable part of an
organization’s data strategy. We expect a further blending of transactional and analytic systems in the
years to come. Perhaps in a few years we will even see a return to the more traditional ‘database’
moniker to describe these platforms, as the boundaries between transactional and analytics systems
will surely continue to blur.
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4. Key Criteria

In this section, we describe the criteria that organizations should use to evaluate data warehouse
platforms. First, we describe five platform elements we consider to be “table stakes” – capabilities that
are fairly common across all platforms but don’t serve as particularly fruitful metrics to use to
differentiate them. We then focus on five key criteria that we believe are particularly useful in
differentiating platforms. Finally, we describe an additional set of platform evaluation metrics, at each of
which different platforms may particularly excel. These can be used as a further aid in helping to
evaluate and differentiate the platforms.

Figure 5. Impact Features and Capabilities for the Enterprise

Table Stakes

We consider table stakes to be stable, mature, platform-defining features that are fairly common across
all vendors. For this discussion, all platforms in this report support these features at a reasonable level.

Massively Parallel Processing (MPP)

As described above, MPP is one of the defining characteristics of a modern data warehouse platform,
allowing for almost limitless scalability of querying over massive data sets. Virtually all platforms in the
market today implement some form of MPP to ensure they can support the inexorable rise of ever-
larger data sets that need to be processed.
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Columnar Storage

All vendors at this time offer some sort of columnar storage as the basis of their data storage
architectures. While some also offer row-based schemes, column-oriented databases better support
the analytic workloads that data warehouses are suited for. This is due to the significant query
execution advantage for massive data sets that this type of storage architecture provides over its row-
based alternative. Typically, row-based storage is used in transactional database systems instead.

Data Compression

Columnar storage lends itself particularly well to data compression techniques, which all vendors
utilize in several forms. This aids query performance, as it allows for a significant reduction in record
querying time, will enable data to be easily loaded into memory, and results in reduced data storage
footprint and costs.

Optimizations for Analytics and Reporting

All platforms in the market offer the fundamentals to support analytic and reporting workloads.
Typically supplied through storage, compute and other architectural design elements that are based on
the data warehouse paradigm, these optimizations enable good analytic and reporting performance
over massive data sets.

Base Cloud Support

With the cloud’s popularity continuing unabated, all vendors in the market offer some sort of cloud
enablement as part of their offerings. At the very least, all platforms can operate, with varying degrees
of sophistication, within a cloud environment. Some simply package their on-premises offerings in
various wrappers that enable them to operate in the cloud on Infrastructure as a Service (IaaS)
resources. Others are cloud-native only, while still others offer hybrid solutions that span on-premises
and the cloud. Whatever the approach, it’s apparent that some kind of cloud solution is a prerequisite
for consideration in the modern marketplace.

Key Criteria

In this section, we outline five key criteria for evaluating data warehouse platforms. Some but not all
vendors offer these capabilities, which can help inform decision making around which platforms
organizations choose to adopt, depending on their particular needs. These criteria are described
below.

Multi-Cluster Capabilities

While all the vendor products are capable of doing basic scaling of compute resources through the use
of compute nodes, multi-cluster-enabled data warehouse platforms can organize compute nodes into
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separate clusters to operate independently and in parallel. This feature allows for almost unlimited
parallel, location-independent compute capacity to be provisioned automatically based on demand. In
addition, some architectures enable superior concurrency, by enabling compute resources to operate
on underlying data sources in parallel and without impacting overall system performance. Finally, this
approach enables the creation of virtual data warehouses. These logically separated processing areas
allow different classes of users to perform independent computations on the same data without
affecting each other.

Managed Services Offerings

Not all vendors provide cloud-native and fully managed platforms for data warehousing. For those that
do, the presence of serverless or autoscaling capabilities can significantly reduce the complexities of
operations, management, optimization, and total cost of ownership.

Data Quality & Governance

Some vendors offer exceptional built-in data quality and governance capabilities in their platforms.
Features can include metadata management, data deduplication, data lineage, governed data sharing,
integration with data cataloging and quality tools, permission and access control, semantic business
layer support, and more. There are vendors who offer an extensive subset of these features in an
integrated manner inside their platforms.

Data Science and Machine Learning Integration

A few of the platforms are particularly adept at offering support for the data science workflow, either by
connecting to built-in cloud platforms’ ML products or by embedding leading ML platforms,
programming languages, and tools directly into their core. Supporting data science, in addition to
traditional analytic workflows, is an exciting trend in data warehouse evolution, and platforms have
chosen different ways to implement these capabilities.

Data Lake Integration and Query Federation

All platforms do an admirable job of managing analytic workloads across a variety of massive data sets
incorporating different data types. But some offer seamless, in-place integration of structured and
unstructured sources in external data lakes, without the need to move them directly into the
warehouse. Query federation also allows queries to run natively in different data execution engines,
closer to the location where the data is stored, and with results logically aggregated seamlessly at the
data warehouse level.

Emerging Technologies

In addition to the capabilities we outlined in our key criteria and evaluation metrics, there are a couple
of emerging trends we see being implemented by some vendors. Not every vendor supports these yet,
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and some of those that do only do so partially. However, we expect these offerings to mature and
become widely implemented, eventually even graduating to table stakes in the next few years.

Autonomous, Serverless Platforms

We have already seen significant automation efforts in the provisioning and sometimes scaling of
modern cloud systems by the major vendors. Drawing inspiration from these developments, data
warehouse vendors are beginning to design and implement features that will allow for virtually hands-
off operation of their platforms, by leveraging ML and other techniques. These features include:

• Self-healing, automatic security configuration, and threat mitigation

• Transparent upgrading, patching, and backups

• Automated scaling in response to workload demands

• Automated schema creation and updates

• Granular cost billing

Some of the capabilities are already supported in one way or another by many of the leading vendors,
though manual intervention is still needed to take advantage of them fully. We expect that in the future,
most, if not all, of these will converge into serverless, cloud-based, fully automated elastic systems that
keep themselves optimized for provisioning, performance, security, reliability and cost minimization
with minimal to no human intervention.

Unified Data Storage Architecture

As described earlier, most data warehouses use columnar storage as the basis for their data
architecture. This is great for the main analytic workloads the platforms excel at, but is not as good a fit
for supporting transactional applications that benefit more from a row-based approach.

However, as the platforms evolve to be the canonical systems where all enterprise data lives, we see a
desire on the part of users and vendors to be able to support both the analysis paradigm and
operational system needs in the same platform. Advancements in parallelism and scaling techniques
allow both of these workloads to co-exist more successfully than in the past, without undue
performance and concurrency side-effects.

To that end, some platforms are beginning to allow users to choose the format data is stored in, either
on a per-database or (within more sophisticated systems) a per-table basis. At this point, systems that
offer this capability typically force users to make these format choices at design time, before data is
loaded into the database or table. This is not ideal, as appropriate information to make that choice
might not be fully known at that stage in the data’s lifecycle.
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We are seeing efforts now that should bear fruit in the future, which will allow the platforms themselves
to automatically blend the best of the row- and column-based approaches without involving the user in
the decision. These unified data storage architectures of the future aim to abstract the choice of
whether to optimize for transactional or analytical workloads and allow both, with optimizations being
performed automatically at runtime as data gets stored or queried.
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5. Evaluation Guidance

We outline the following five common evaluation metrics for data warehouse platforms. These
capabilities are offered to varying degrees by most vendors, and we recognize those that excel in each
of these categories. Applied in parallel with the five key criteria outlined above, these metrics are
designed to help organizations evaluate the platforms that are best suited to their unique
requirements.

Cloud-Native and Hybrid Capabilities

Several of the vendor offerings can be run or hosted in the public cloud. Others can also run directly
on-premises. In this metric, we recognize platforms that have been designed with a cloud-first mindset
as well as those that offer support for combining on-premises and public cloud infrastructure in a
transparent, hybrid manner.

Enterprise Focus

For this category, look for vendors with a particular focus on supporting the enterprise. Some of the
characteristics we use in our evaluation include a length of tenure in the marketplace, dedicated
enterprise support teams, additional complementary products, and company perception by leading
organizations.

BI Tool Integration

Some vendors offer an exceptional experience in the breadth and depth of support for business
intelligence platforms. While all vendors provide some way for their platforms to be accessible through
a variety of BI tools, the best in this category are widely supported by all leading and niche BI tools
with dedicated drivers and connectors, in addition to potential generic support. Platforms with built-in
BI tools are also noted.

Platform Ecosystem

The vendors that perform best for this metric recognize the need for their platforms to be open to the
wider tools and platforms ecosystem and provide robust support for diverse tools. We take a holistic
view of support and integration along with the data connector, data visualization, ETL, ML, and
programming language landscape. We also consider the wider infrastructure ecosystem of data stores,
execution engines, industry excitement, and other factors in recognizing leaders in the community.
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Scaling and Elasticity

While all platforms manage compute and storage capacity to achieve satisfactory performance, the
leading vendors in this category offer features such as: auto-provisioning and scaling, granular or
independent compute and storage sizes, and ease of use in scaling workloads up and down in a cost-
effective manner as demand ebbs and flows.
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8. About GigaOm

GigaOm provides technical, operational, and business advice for IT’s strategic digital enterprise and
business initiatives. Enterprise business leaders, CIOs, and technology organizations partner with
GigaOm for practical, actionable, strategic, and visionary advice for modernizing and transforming their
business. GigaOm’s advice empowers enterprises to successfully compete in an increasingly
complicated business atmosphere that requires a solid understanding of constantly changing customer
demands.

GigaOm works directly with enterprises both inside and outside of the IT organization to apply proven
research and methodologies designed to avoid pitfalls and roadblocks while balancing risk and
innovation. Research methodologies include but are not limited to adoption and benchmarking
surveys, use cases, interviews, ROI/TCO, market landscapes, strategic trends, and technical
benchmarks. Our analysts possess 20+ years of experience advising a spectrum of clients from early
adopters to mainstream enterprises.

GigaOm’s perspective is that of the unbiased enterprise practitioner. Through this perspective, GigaOm
connects with engaged and loyal subscribers on a deep and meaningful level.
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